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From Statistical Language Models to Transformers

e Language modeling: predict the next token given previous tokens.
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From Statistical Language Models to Transformers

e 1990s ~ 2000s - Statistical LLMs: n-gram models.

e 2000s ~ Neural Language Models: Learn word representations / embeddings.
e 2010s ~ Recurrent Neural Networks: RNN -> LSTM / GRU.

e 2014 ~ 2016 - Attention: Seq2Seq + Attention.

e 2017 ~ Transformer: “Attention is all you need”, removing recurrence.

e 2018 ~ Today - Large Language Models (LLMs): transformer + scaling.



Attention

e Attention computes a weighted combination of a set of values, where the
weights indicate how relevant each value is to the current output.

e Example: The cat sat ?-> The cat sat down
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Scaled Dot-Product Attention

e Scaled dot-product attention computes attention weights by taking the scaled
dot products between queries and keys, then uses these weights to combine the
values.

e Query (Q): What you are currently looking for.
o Key (K): What each token offers.

e Value (V): The actual content.
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Scaled Dot-Product Attention
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Scaled Dot-Product Attention
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Scaled Dot-Product Attention
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Scaled Dot-Product Attention
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Scaled Dot-Product Attention
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Multi-head Attention

e Multi-head attention applies multiple attention heads in parallel with different
learned projections of Q, K, and V, allowing each head to capture different
relationships.

e Example: The animal didn't cross the street because it was too ?

e Head 1: attends to “animal” -> tired

e Head 2: attends to “street” -> wide
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Multi-head Attention
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Multi-head Attention

>

[

<

(roi1 oo oo O

3rd LTI ‘ ‘
attn.
head
[ multi-head attention }
/ 7
L L[] =[LITT] »CLILT] ~CIL1TI]




Multi-

head

Attention

]

(roi1 oo oo O

(LT

[T

[T

(T[]

/

/

/

multi-head attention

£

7

<« [TTT] »=[TTT] »ITTT] »[CTTT]




Multi-head Attention
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Multi-head Attention
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Layer Normalization

e Layer normalization normalizes the features of each token's hidden representation
to stabilize training.
e Problem: internal covariate shift occurs during training of a deep network when a
small change in the low layers amplifies into a large change in the high layers.
e Formula: LayerNorm(x) =y e (x-u)/o e
e v and [3 are trainnable parameters.
e [ and o are mean and standard deviation.

e ©and @ are elementwise multiplication and addition.



Residual Connections

e Residual connections add a layer's input to its output, allowing information and
gradients to flow more directly through deep networks.

e Problem: As neural networks become deeper, they can become harder to
optimize, leading to performance degradation.

e Formula:y=x+F(x)

e Instead of F(x) having to learn a full transformation of a, F(x) only needs to learn

an additive modification of a (i.e. the residual).
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Transformer Layer
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Transformer Layer
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Transformer Layer
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Transformer Layer
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Transformer Layer
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Transformer Language Model
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Matrix Version of Single-Headed Attention
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Matrix Version of Single-Headed Attention
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Matrix Version of Single-Headed Attention
X' = AV = softmax)(QK?* /v/d;)V
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Matrix Version of Single-Headed Attention RN xd;
X' = AV = softmax)(QK?* /v/d;)V

A=ay,...,a4]T = softmax(S)
RNXN

For speed, we compute
by matrix operations.

[ Softmax

Sali S42 S4.3544

w [LLL]  S=I[s1,...,547 = QKT//dz RIVXN

W Q=lq, - q)7 =XW, RNxdy
o K = [k1,..., kT = XW;, RNXdy

Wy 1 V= [’Ul, ces ,’U4]T = XW, RNXdk
o« =[O0 =[O0 =[O0 X = [21,...,247 RN %dmodel




Matrix Version of Single-Headed Causal Attention RN xdj

For speed, we compute
by matrix operations.
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lllustrating Causal Attention Mask
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https://medium.com/@sanjjam/beginners-guide-to-causal-attention-b2e3fa9bc762
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